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a b s t r a c t

The six-dimensional space SE(3) is traditionally associated with the space of configurations of a rigid
solid (a subset of Euclidean three-dimensional space R3). But a solid itself can be also considered to be a
set of configurations, and therefore a subset of SE(3). This observation removes the artificial distinction
between shapes and their configurations, and allows formulation and solution of a large class of problems
in mechanical design and manufacturing. In particular, the configuration product of two subsets of
configuration space is the set of all configurations obtained when one of the sets is transformed by all
configurations of the other. The usual definitions of various sweeps, Minkowski sum, and other motion
related operations are then realized as projections of the configuration product intoR3. Similarly, the dual
operation of configuration quotient subsumes the more common operations of unsweep and Minkowski
difference.We identify the formal properties of these operations that are instrumental in formulating and
solving both direct and inverse problems in computer aided design and manufacturing. Finally, we show
that all required computations may be approximated using a fast parallel sampling method on a GPU and
provide error estimates for the approximation.

© 2010 Elsevier Ltd. All rights reserved.

1. Introduction

1.1. Shape in configuration space

Swept sets (or sweeps) are one of the fundamental represen-
tation schemes in geometric and solid modeling [1]. Generally a
swept solid S may be represented by a pair (A, B) of sets and amap-
ping g : A × B → R3, such that S = g(A, B). Typically A is a one
parameter family of rigid transformations, B is a point set inR3, and

g(A, B) = sweep(B, A) =


a∈A

Ba

where Ba denotes set B transformed by a [2]. Most commercial
CAD systemsprovide (limited) functionality for constructing swept
solids, for example, in a form of a two-dimensional cross section
moving on a space trajectory that is transversal to the plane of the
cross section. The problems of constructing, approximating, and
representing these and other types of sweeps have been studied
extensively, e.g. see a survey in [3]. Most knownmethods assume a
particular representation of the point set B and/or of the trajectory
A, and tend not to be broadly applicable.

The Minkowski sum [4,5] of two subsets A, B of R3 is defined
as the direct sum A ⊕ B, with A and B being treated as a collection
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of (vector) positions. See Fig. 1 for an example. In this sense, the
Minkowski sum can also be considered a sweep g(A, B) = A ⊕ B,
which is both generalized because A is no longer limited to a
one-parameter family of transformations, and restricted because
A contains only translations but does not allow any rotations.
Notice also that the symmetry of Minkowski sum with respect to
sets A and B is no longer obvious when it is viewed as a swept
solid (but of course, it is still true). Despite being restricted to
translational motions/configurations, Minkowski operations are
frequently applied in motion planning [6,7], containment and
packaging [8] layout [9], image processing [4] and many other
graphics and shape modeling applications [5,10]. Their popularity
is largely due to the rich algebraic structure that forms the
foundation of mathematical morphology [4]. The same algebraic
structure has been shown to exist for the traditional sweeps [11],
reinforcing the close relationship between sweeps and Minkowski
operations.

In order to unify various sweeps and Minkowski operations
within a single, more general, and hence more powerful computa-
tional framework, wewill consider a solid in terms of the positions
and orientations associated with its points. This view is equivalent
to specifying a set of coordinate frames at each point in the solid,
thus implying the solid can be treated as a set of rigid transforma-
tions relative to an absolute coordinate system, and therefore as a
subset of the six dimensional configuration space R3

× SO(3) [7].
The extension removes the artificial distinction between shapes
and their transformations because both are now subsets of the con-
figuration space. Furthermore, this view leads to the generalization
of a swept set.
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Fig. 1. Minkowski sum (shown on the right) of a solid and a surface (shown on the left) computed as a projection of the configuration product. Features from both input
shapes can be seen in the Minkowski sum.

Fig. 2. Sweeping a solid over a surface computed as the projection of the configuration product of the two shapes. Left: the projection of the configuration product shown
at discrete points on the surface boundary. Right: the projection of the configuration product corresponds to the sweep of the solid as it moves according to transformations
defined by the surface.

Adopting the representation of configuration space as the
Special Euclidean Group SE(3) [12] whose elements are 4 ×

4 homogeneous transformation matrices, given a pair (A, B) of
subsets of SE(3) the configuration product is amapping f : A×B →

SE(3) defined by

f (A, B) = A ⊗ B =


a∈A, b∈B

a · b

where · represents the group operation of matrix multiplication.
Swept sets and Minkowski sums are then both sets of configura-
tions b ∈ B transformed by rigid transformations a ∈ A, and pro-
jected as point sets into the Euclidean space R3.

This paper argues that configuration product is a key geomet-
ric modeling operation that allows the formulation and solution of
many problems in spatial design/planning involving relative con-
figuration and/or motion constraints. Broadly, all such problems
can be classified as either direct or inverse.

Direct problems usually require computing the 6D space of con-
figurations occupied by an object B as it is transformed according
to the set A. Such problems reduce to a direct evaluation and repre-
sentation of the configuration product A⊗B, and subsume the clas-
sical problems of computing various instances of Minkowski sums
and sweeps. For example, inmanufacturing applications, it is often
desirable to compute the sweep of a solid (tool) as it moves over a
curve or surfacewhilemaintaining a particular orientationwith re-
spect to the curve/surface normals/tangents. An example is shown
in Fig. 2. Another example of a direct problem is the determination
of a mechanism’s (e.g. robot’s) workspace, where it is required to
explicitly compute all the positions and orientations achievable by
a mechanism. It is common to distinguish between reachable (po-
sition) and dextrous (orientation) workspaces [13], but both are
special cases of the configuration product.

Inverse problems typically impose the constraint A ⊗ B ⊆ C ,
where C is a given subset of SE(3), and require computing the

largest possible set of configurations A or the largest shape B that
satisfies the constraint. In this sense, the inverse problems define A
or B implicitly, and include common problems of packaging, where
the set Bmust fit inside C under a set of transformations A, andmo-
tion planning where C plays the role of free (configuration) space.
Formally, the inverse problems can be solved using operations dual
to configuration product called configuration quotients, which are
proper generalizations of the Minkowski difference and unsweep
operations [11]. They are defined and studied in Section 2 of the
paper.

Several of the direct and inverse problems described above,
such as sweeps over manifolds (curves and surfaces), design of
maximal shapes under arbitrary motion constraints, and determi-
nation of maximal transformations of shapes to satisfy contain-
ment constraints, are difficult to formulate and solve except in
special cases. The main contribution of this paper is to show that
all these problems andmany others involving general motions and
relative configurations of solids may be effectively formulated us-
ing configuration products and quotients. We show that products
and quotients may be rapidly approximated by sampling subsets
of configuration space and computing all pairwise multiplications
between the sampled sets. The inherently parallel computational
procedure ismapped onto theGPU architecturewhere the configu-
ration products can be computed at a fraction of the computational
cost associated with a similar sampling algorithm on the CPU. We
also derive sampling error estimates that can be used to develop ef-
fective sampling strategies and to measure deviations from exact
computations.

1.2. Paper outline

Basic properties of configuration products and quotients are
summarized in Section 2. The duality between configuration prod-
ucts and quotients subsumes the well known duality relationship
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for Minkowski sum/difference [4], and for the sweep/unsweep
operations [11]. The important observation is that quotients can
be used to define both a maximal shape that remains within a set
under a specified set of transformations, and also the maximal set
of transformations of a shape to satisfy containment constraints.

In Section 3 we demonstrate applications of configuration
products and quotients in some design andmanufacturing process
planning applications:

• Computing the 6D space occupied by a weld gun robot moving
over the surface of a work part as the gun maintains specified
contact constraints.

• Computing the workspace of a mechanism.
• Computing the set of transformations of a weld gun that avoid

collisions with surrounding tooling while maintaining contact
with the work part.

• Defining constraints on the shape of a weld gun from con-
straints on its allowed transformations.

• Shape/motion design from workspace constraints.

In Section 4, we describe a simple parallel implementation to
approximate the configuration products and quotients by sam-
pling the primitive sets in SE(3) and computing pairwise multipli-
cations of the sampled configurations.We also derive error bounds
that can be used to control the quality of the approximation. Pro-
jections into R3 and SO(3) allow rapid approximate computations
of Minkowski sums, sweeps, and other special cases of configura-
tion products and quotients. This technique was used to compute
the Minkowski sum in Fig. 1. The concluding Section 5 follows the
implementation and experimental results and discusses their sig-
nificance for geometric modeling systems and applications.

1.3. Related work

The configuration space has often been exploited as the setting
to formulate and solve problems involving relative position, con-
tact, and interference of moving bodies, most notably for planning
a collision free path of a robot in the presence of obstacles [6,7].
Typically, such problems require solving a direct problem by con-
structing a map called the C-space map that partitions configura-
tion space into three disjoint components called the free space,
contact space, and obstacle space [14–18]. Most computations of
the C-space map involve computing just the contact space be-
cause it is a lower-dimensional hyper-surface that bounds both
the free and obstacle spaces. In this section, we briefly discuss
approaches for representing C-space maps, applications formu-
lated as direct and inverse problems in configuration space, and the
relationship between C-space maps, swept solids, and Minkowski
operations. We do not attempt to make an exhaustive review of
the research literature in these areas; more detailed reviews may
be found in [3,14,19,8].
Direct problems in configuration space. The driving force for rep-
resenting shapes in configuration space via the C-space map has
been the robot motion planning problem, which focuses on de-
veloping boundary representations of obstacles in configuration
space by analyzing contact conditions between the robot and
obstacles [14]. The underlying idea of the configuration space for-
mulation in robot motion planning is to map the obstacles into
a configuration space so that planning the motion of the robot
transforms into the problem of planning the motion of a point [7]
around the six dimensional shape representing the obstacle space.
The obstacle space is a semi-algebraic set bounded by the contact
hyper-surface patches, where each patch represents a constraint
on the robot’s motion as it contacts an obstacle [16,17,14]. In prac-
tice the dimension and convexity (or the lack thereof) of the robot
and obstacles significantly affect the difficulty of constructing the
C-space map [14]. Approximations of the exact motion planning

problem are often obtained by either projecting the obstacles into
a lower-dimensional subspace of the configuration space thereby
restricting the robot’s degrees of freedom, or simplifying the shape
and relying on more conservative motion planning. For exam-
ple, when the robot and obstacles are polygons, the configuration
space is three dimensional and the obstacle can be constructed as
a sequence of slices in the configuration space where each slice
represents all the positions achievable in a particular orientation
[18,15]. In the special case when the robot is restricted to trans-
late, the configuration space obstacle can be constructed as the
Minkowski sum of the (reflected) robot and obstacles [7]. Follow-
ing the advances in representing obstacle spaces for robot motion
planning, other spatial planning problems have been formulated
and solved using the configuration space formalism, but all such
solutions are necessarily limited by the ability to compute and rep-
resent the required configuration spaces.
Inverse problems in configuration space. Configuration space for-
mulations have been used to tackle inverse problems in shape
design, given partial shape information and constraints on the rel-
ative motion of the contacting parts. For example, the design and
modification of planar vibratory feeder boundaries based on mo-
tion constraints of the fed parts has been attempted in [18] using
the configuration space formulation for planar robot motion plan-
ning. A similar technique is used to support the design of polyg-
onal fixture/part pairs for form closure [20], i.e. part immobility
under infinitesimal transformations. Form closure configurations
are determined by intersection points of finitely many contact
spaces derived from shapes of the fixtures and the part. Algorithms
to compute and visualize C-space maps for such problems have
largely been limited to three-dimensional configuration spaces of
planar translations and rotations [15].

Generally speaking, the inverse problemofmapping the contact
space to a pair of contacting moving shapes is under-constrained
(many pairs of shapes can yield same contact space), but the prob-
lem may be properly constrained by fixing one of the two shapes.
Then it is possible to construct a unique maximal shape that is
guaranteed not to violate contact constraints. For example, it is
well known that the maximal shape A that maintains contact with
a shape Bwhile constrained to translatewithin a larger static shape
C is the erosion [4,8] C ⊖ B̂ (B̂ represents the reflection of B),
which is defined in terms of the Minkowski difference. Addition-
ally, it has been shown [11] that the maximal shape that is con-
strained to move in a one parameter family of transformations
within an envelope is defined by the unsweep operation, which
is the dual of the one-parameter sweep. This method of shape
design is useful in designing mechanisms and solving packaging
problems [21,22]. Another class of inverse problems, accessibility
problems in manufacturing process planning are often formulated
using Minkowski operations to determine a set of feasible con-
figurations. This approach was used in [23,24] for planning work
part accessibility by a coordinate measurement machine. In this
paper, we remove all restrictions on the types of allowed motions
(translation, rotation, single- ormulti-parameter) and show that all
inverse problems can be formulated using the notions of configu-
ration quotients, leading tomore general solutions for both shapes
and transformations in configuration space.
Approximate computations. Early proposals to compute exact semi-
algebraic boundaries of swept solids and configuration space
obstacles [25–27] using the theory of envelopes andother algebraic
methods [3,28] do not scale with the increase in dimension and
complexity of realistic three-dimensional shapes [14,7]. The ben-
efits of approximating swept solid boundaries by sampling and/or
using polyhedral approximations [29,19,5,30,31] possibly in con-
junction with graphics hardware [32,19] are being widely recog-
nized and accepted. Similarly, methods that sample configuration



4 S. Nelaturi, V. Shapiro / Computer-Aided Design ( ) –

space are being adopted [33] as practical solutions to path plan-
ning problems. We will show that all direct and inverse problems
may be solved via efficient sampling of primitives in configuration
space and and computing pairwise products of transformations on
the Graphics Processing Unit. This approach subsumes previous ef-
forts to compute one-parameter sweeps and Minkowski sums in
a sense that they are projections of the computed configuration
product into R3. The brute force sampling approach may be fur-
ther improved in some restricted situations via convolutions and
the Fourier transform [34,35].
Groupmorphology. It is well known thatMinkowski sums share the
same group structure that forms the foundation of mathematical
morphology [4]. The algebra for mathematical morphology was
originally defined for subsets of Rn, and later extended in [36]
to subsets of any transformation group (rigid, affine, projective)
acting on Rn. It is easy to show that algebraic properties of one-
parameter sweep and unsweep operations [11] is a special case
the resulting group morphological structure. However, preserving
the group structure through discretization, as proposed in [36]
is problematic because the discrete subgroups of the general
transformation groups (e.g. those involving translations and
rotations) are limited in size or resolution [12,37]. Our approach
to discretization, discussed in Section 4, relies on discretizing the
primitive sets and not the underlying group, and therefore does not
place restrictions on the sampling density.

2. Configuration space algebra

2.1. Solids in configuration space

General affine transformations in n-dimensional Euclidean
space can be represented as linear transformations in projective
space via homogenous coordinates and (n+1)× (n+1) matrices.
The subset of such transformations that preserve distances and
orientations are called rigid transformations, and they form a Lie
group called the Special Euclidean group SE(n) = Rn

×SO(n) [12].
Solids are represented as subsets of R3, and hence our focus is
restricted to the group SE(3) of rigid transformations in R3. Since
the position and orientation of a solid may be abstracted by a
coordinate frame represented as a rigid transformation relative to
an absolute coordinate system, SE(3) is clearly a representation of
configuration space [38].

Associating a position and a set of orientations to every point
in a solid1 facilitates a representation of the solid itself as a point
set in SE(3) (more precisely as an element of R3

× P (SO(3)),
where P (SO(3)) is the power set of SO(3)), such that the point
set in Euclidean space is a projection of the point set in SE(3) onto
its translational components via the map π : SE(3) → R3. This
association may be conceptualized as attaching a set of coordinate
frames at every point in the solid and is formally captured by an
embedding γ : R3

→ SE(3) defined by

γ (P) =


R P
0 1


where P = (x, y, z) is the position of a point in the solid and R
is a set of rotation matrices. It follows that π ◦ γ = I , where I
represents the identity map.

The set of orientations R associated with a point of the solid
can be the identity transformation I , a fixed orientation, a subset
of the group of planar rotations SO(2) or a subset of the group
of spatial rotations SO(3). The choice of embedding depends on
how the solid is used in a particular application. The embedding

1 As usually, we assume that the solid is an r-set [1].

may represent a solid’s motion or sweep through a subset of
configuration space SE(3). Such embeddings of moving shapes are
encountered in many kinematic applications, for example when
associating frames to robot links using the Denavit–Hartenberg
convention [39], or when choosing a frame on a robot to compute
its six dimensional workspace. In other applications, the solid itself
may serve define a set of relative configurations for other solids.
Below we consider two illustrative examples.
Example. Suppose A is an embedding of a solid with identity
orientation assigned to all of its points. Then A⊗B is a translational
sweep of set B over A. If B is also an embedding of a solid,
then projection π(A ⊗ B) into Euclidean space is the usual
Minkowski sum of the two solids. Notice, however, that (A ⊗ B)
does not commute unless B is also embedded with the identify
orientation. For example, the two shapes in Fig. 1 were embedded
in SE(3) using identity orientations, and their Minkowski sumwas
computed via projection of their configuration product into R3.
A similar approach may be used to define other solid modeling
operations, including general sweeps, offset, and thickening
operations.
Example. The orientation of a manufacturing tool (such as a paint
or weld gun, or CMM probe) is always constrained with respect to
the surface normals of the work part that the tool contacts. If the
work part is embedded into SE(3) with boundary points oriented
to alignwith corresponding surface normals, then the sweep of the
tool over the surface of the work part is the projection π(A ⊗ B),
where A is the embedding of the work part and B is embedding of
the tool. For example, the sweep of a solid moving over the surface
with normal contact in Fig. 2 was computed with A(u, v) as the
embedding of the work part surface S(u, v) shown in Fig. 3. In
this case, A(u, v) was constructed from the surface S(u, v) using
orientations defined by the orthonormal vectors [

∂S
∂u ,

∂S
∂v

, ∂S
∂u ×

∂S
∂v

].
If the tool is allowed to change its orientation about the surface
normal, each point of the work part surface would be embedded
with SO(2) defined with respect to the surface normal, and so on.

Since both shapes and transformations can now be treated
as subsets of a subgroup of SE(3), we are now in a position to
define an algebra of sets in SE(3) that generalizes the sweep and
Minkowski operations.

2.2. Products and quotients

We now highlight some algebraic properties of the configura-
tion product and its dual configuration quotient operations. The
algebra is conceptually similar to group morphology [36] and pro-
vides a natural generalization of properties of Minkowski alge-
bra [4] and of one parameter sweeps [11], but the generalization
is complete in the sense that it encompasses properties of all other
motion/rigid transformation related operations on solids.

Configuration products follow basic properties of associativity
and distributivity over set union

(A ⊗ B) ⊗ C = A ⊗ (B ⊗ C) (1)
(A ∪ B) ⊗ C = (A ⊗ C) ∪ (B ⊗ C) (2)
A ⊗ (B ∪ C) = (A ⊗ B) ∪ (A ⊗ C). (3)

Associativity of the configuration product follows directly
from associativity of matrix multiplication. The distributivity of
configuration products over set unions is useful for computational
purposes because it implies that the configuration product may be
computed in a piecewise fashion over any partitioned subset of
configuration space. This strategy is used in our implementation
described in Section 4.

Because the configuration product is a generalization of the
Minkowski sum and the sweep operations, it is reasonable to
expect that the dual operations of Minkowski difference and



S. Nelaturi, V. Shapiro / Computer-Aided Design ( ) – 5

Fig. 3. The parametric surface S(u, v) on the left is embedded in SE(3) by assigning each point of the surface an orientation defined by the orthonormal vectors
[

∂S
∂u , ∂S

∂v
, ∂S

∂u ×
∂S
∂v

]. Right: the resulting coordinate frames are shown at sampled positions in the region of the surface highlighted by the rectangle on the left.

Fig. 4. Isometric view (top) and three orthographic projections (bottom) of the right configuration quotient T ; C , where C is a unit cube with side 2 centered at the origin,
and T is a three parameter family Rotx(φ) ⊗ Rotz(θ) ⊗ Trans(−x2, 0, −x), 0 ≤ θ, φ ≤ −

π
6 , 0 ≤ x ≤ 0.5. The transformations Rotx(φ) and Rotz(θ) indicate a rotation of θ

and φ about the x and z axes respectively, and the transformation Trans(−x2, 0, −x) indicates a translation by a vector (−x2, 0, −x).

unsweep, respectively, also generalize. This is indeed the case, but
the lack of commutativity of matrix multiplication results in two
dual operations, which we will call, respectively, left and right
quotients.

The left configuration quotient of sets A, B ∈ SE(3) is a mapping
f : A × B → SE(3) defined as

A ⊘ B =


b∈B

A ⊗ b. (4)

In the special case when A, B ⊂ R3
× I , the left configuration

quotient becomes the Minkowski difference via projection to R3.
In other words, π(A ⊘ B) = π(A) ⊖ π(B) where ⊖ stands for
the Minkowski difference [4]. Intuitively, the left configuration
quotient corresponds to iteratively intersecting over the set B of
configurations to which the set A of transformations is applied.
We shall see in Section 2.3 that the left quotient is useful in
determining the maximal subspace of transformations according
to which a shape can move without leaving a given envelope.

Similarly, the right configuration quotient of sets A, B ∈ SE(3) is
a mapping f : A × B → SE(3) defined as

A ; B =


a∈A

a ⊗ B. (5)

Intuitively, the right configuration quotient corresponds to itera-
tively intersecting over the set A of all transformations that are
being applied to a set B of configurations. Fig. 4 shows an ex-
ample. When A is a path (a one parameter family of transforma-
tions) in configuration space and B ⊂ R3

× SO(3), π(A ; B) =

unsweep(B, Â), where Â =


a∈A a
−1 is the inverted trajectory

in the configuration space (see further explanation in Section 2.3
and [11] for detailed analysis of the unsweep operation). It should
not be surprising that the right quotient can be used to determine
the maximal shape that fits within an envelope for a given set of
configurations (see Section 2.3).

In general, A⊘ B ≠ A ; B, but strictly speaking, only one of the
quotients is needed, because each quotient may be expressed in
terms of the other. The precise nature of this relationship follows
the duality property that generalizes the well known dualities of
Minkowski operations and sweep/unsweep.

Proposition 2.1 (Duality of Products and Quotients). (A ; Bc)c =

A ⊗ B = (Ac
⊘ B)c .

Proof. Use de Morgan’s laws to prove the statements.
a∈A

a · B = A ⊗ B =


b∈B

A · b (6)
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Fig. 5. The isometric view (top) and orthographic projections (bottom) of the product of the inverted family T̂ of transformations with the right quotient computed in Fig. 4.
By the containment property, if T̂ is the set of transformations applied to a set X so that T̂ ⊗ X ⊆ C where C is the embedded cube, then the maximal set is T ; C which is
the right quotient computed in Fig. 4.

⇒


a∈A

(a · Bc)c = A ⊗ B =


b∈B

(Ac
· b)c (7)

⇒


a∈A

(a · Bc)

c

= A ⊗ B =


b∈B

(Ac
· b)

c

(8)

⇒ (A ; Bc)c = A ⊗ B = (Ac
⊘ B)c . � (9)

Proposition 2.1 is important because it holds for arbitrary sets of
transformations in SE(3). Additionally, the property implies that
it is sufficient to compute just one of ⊗, ⊘, ; since the other
two may be directly derived via complementation. In particular, it
should be clear that A ; B = (Ac

⊘ Bc), but we choose to retain
both left and right quotients because both arise in applications
frequently and independently, to reflect very distinct physical
constraints. The three operations are related by a number of useful
algebraic equalities which we state here without the proofs, that
amount to straightforward algebraic substitutions.

(A ⊘ B) ⊘ C = A ⊘ (B ⊗ C) (10)
A ; (B ; C) = (A ⊗ B) ; C (11)
(A ∩ B) ⊘ C = (A ⊘ C) ∩ (B ⊘ C) (12)
A ⊘ (B ∩ C) = (A ⊘ B) ∩ (A ⊘ C) (13)
(A ∩ B) ; C = (A ; C) ∩ (B ; C) (14)
A ; (B ∩ C) = (A ; B) ∩ (A ; C). (15)

2.3. Set and topological properties

The algebraic and duality properties help us understand some
basic topological properties of sets constructed from configuration
products and quotients. In particular, when A, B are compact sets
and embedded in subgroups of dimensionsm, n in SE(3), it is clear
that the dimension of A⊗ B (represented as dim(A⊗ B)) is at most
dim(A × B). For example, if a three dimensional set A ⊂ R3

× I
is combined with a one dimensional set B ⊂ I × SO(2), the
product A ⊗ B is clearly a subset of the four dimensional subgroup

R3
× SO(2). Since dim(A × B) ≤ dim(A) + dim(B) [40] and

dim(A ⊗ B) ≤ 6, the dimension of A ⊗ B is the lesser of m + n
and 6. If A and B are both embedded in the same subgroup of SE(3)
with dimension p ≤ 6, dim(A ⊗ B) = p. Similar compactness and
dimensionality arguments extend to quotients, by duality. It is also
true that if A, B are connected, then A⊗Bwill be connected, but the
reverse statement is not necessarily true: it is possible to choose
one of A, B as a disconnected set such that A ⊗ B is connected. By
duality, the quotient of a connected set A⊗ Bwith a connected set
may be disconnected.

An important utility of unsweep and Minkowski difference
that makes them particularly useful for motion planning, packag-
ing problems, and shape design, is their ability to define maximal
configuration spaces that satisfy the specified containment con-
straints. These include maximal shapes contained within an en-
velope under specified one parameter motion, or maximal set of
translations of a shape to stay within an envelope. Since quotients
are generalizations of the Minkowski difference and unsweep,
analogous propertieswithout imposing restrictions on the allowed
transformations would make them the operator of choice to for-
mulate all spatial containment problems.

Proposition 2.2 (Containment Property). Given sets B, C ⊂ SE(3),
A1 = C ⊘ B̂ is the largest subset of SE(3) such that A1 ⊗ B ⊆ C.
Moreover, A2 = B̂ ; C is the largest subset of SE(3) such that
B ⊗ A2 ⊆ C.

Proof. Given B, C ⊂ SE(3) the set A1 of configurations such that
A1 ⊗ B ⊆ C is given by

A1 = {a|a · b ∈ C, ∀b ∈ B}. (16)

It follows that for all a ∈ A1, a ∈ C · b−1 for all b ∈ B. This
implies A1 =


b∈B C ·b−1 implying A1 = C ⊘ B̂. Similar arguments

show that A2 = B̂ ; C is the largest subset of SE(3) such that
B ⊗ A2 ⊆ C . �

Suppose A2 is the set to be computed so that B⊗A2 ⊆ C where B
is a motion, and C is a subset of R3

× I , then π(A2) = π(B̂ ; C) =

unsweep(C, B). Also, for sets C, B ⊂ R3
× I the maximal set of
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Fig. 6. Left: graph of a simple three node serial device that corresponds to a two
linkmechanismattached to the groundI. Right: graph of a simple four node parallel
device corresponding to a found bar mechanism attached to the ground G.

transformations A1 such that A1 ⊗B ⊆ C is defined by the property
as A1 = C ⊘ B̂. Since both C, B ⊂ R3

× I , A1 is a set of translations
and thereforeC⊘B̂ = C⊖B̂ is thewell knownerosion operation [4].
More generally, when B and/or C are embedded in a 6D subset of
SE(3), A1 = C ⊘ B̂ represents the set of all transformations which,
when applied to B, do not result in a collisionwith the complement
of C . For example, Fig. 5 shows that the product T̂⊗(C⊘T ), where T
is the transformation used to compute the space in Fig. 4, is a subset
of the cubeC . The problemof finding a collision free path for a robot
in the presence of obstacles [7] is now equivalent to finding a path
between starting/ending configurations in the free space A1 = C ⊘

B̂ = (C c
⊗ B̂)c , which is the complement of the configuration space

obstacle. One popular method of implementing this computation
relies on the dual formulation in terms of ⊗, as described in
Section 1.3.

3. Direct and inverse problems in design and manufacturing

3.1. Workspace of reconfigurable devices

Informally, the set of all configurationswhere a device can func-
tion is called its workspace. The concept of the workspace is used
widely in robotics and manufacturing for planning effective de-
vice configurations for a variety of manufacturing applications,
and techniques for either generating or representing workspaces
have been proposed by a number of researchers [41–47,34]. Most
techniques constructing workspaces are restricted to devices with
either planar movement, specific joint types, or particular con-
nectivity between components. The inverse problem of designing
shapes of device components from their workspaces has not been
widely studied. All workspace-related direct and inverse problems
for arbitrary devices may be formulated and solved using configu-
ration products and quotients.
Direct problems. A device’s workspace is determined by the ar-
rangement and transformations of its individual components. In

modern commercial CAD systems this information is typically rep-
resented by an assembly graph, whose nodes store local coordi-
nate frames on individual components and edges store relative
transformations between components. Such a representation is
well suited for generating individual positions and orientations in
the device workspace via composition of transformations, as dic-
tated by graph traversal. Devices withmoving componentsmay be
classified on the basis of the connectivity between components as
either serial or parallel devices [48]. Fig. 6(left) shows the graph
representation of a simple serial device such as the two-link
mechanism shown in Fig. 8, and Fig. 6(right) shows the graph of
a parallel device such as the four-bar linkage in Fig. 7. A serial
device’s workspace is derived from basic forward kinematic ex-
pressions [41,43,45] and may be written as a composition of con-
figuration products. For example, if q is a frame representing
the local coordinate ‘end-effector’ on the device component K in
Fig. 6(left), the positions and orientations occupied by q as the de-
vice operates isMIJ⊗MJK⊗q. Assuming both joints in themecha-
nism admit unconstrained planar rotational motion, the positions
reachable by themechanismwill be an annulus defined by the pro-
jection of the configuration productMIJ ⊗ MJK ⊗ q.

Workspaces of parallel devices are usually studied on a case
by case basis [49] depending on the available degrees of freedom,
but can also be easily computed using configuration products.
Every parallel device graph is a collection of serial device graphs
joined at some common nodes. This implies that the workspace
achievable at the component represented by a common nodemust
be a subset of the intersection of theworkspaces of all serial devices
joined at the component. For example, the workspace of a frame q
located on the coupler of a four bar chain is given by the expression
(MGI ⊗MIJ ⊗q)∩ (MGK ⊗MKJ ⊗q). Fig. 7 shows the projections of
the 6D workspaces into R3. The two disconnected components of
the workspace shown correspond to two distinct arrangements of
the mechanism that are reflections of each other. The orientations
achieved by the frame q may be obtained by projecting the 6D
workspace into SO(3). Projections of the 6D workspace into R3

and SO(3) are termed the reachable and dextrous workspace,
respectively [13]. These simple graph traversal rules may be used
to compute the workspace of an arbitrary device constructed as a
combination of serial and parallel devices.
Inverse problems. Components of reconfigurable devices can be
redesigned to accommodate changes in the workspace, by sys-
tematically decomposing the workspaces based on the contain-
ment properties of left and right quotients. Fig. 8 illustrates
the procedure for re-designing a two link serial mechanism to

–10 0 10 20 30 40 50
–30

–20

–10

0

10

20

30

Fig. 7. Left: four bar chainwith coupler reachableworkspace, computed in NX 4, Right: Crank, Coupler and Follower reachableworkspaces obtained by intersecting sampled
workspaces of the serial chains.
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Fig. 8. Design modification in the 2-link device to cover the maximum subset of P .
The grey space on the left is the set π(P ⊘ Ŝ2) of target positions for the first link;
on the right, the set of all positions π(M̂IJ ; (P ⊘ Ŝ2)) that can be achieved by the
changes in the geometry of the first link.

reach the maximal set of positions contained within the desired
workspace P (which could bemodified based on presence of obsta-
cles, or desired accessibility constraints). Recall that the reachable
workspace of a given two-link mechanism with the graph shown
in Fig. 6(left) is an annulus computed by a composition of config-
uration products that follows the graph. Suppose we would like
to increase the workspace of the device to cover as much of the
set P as possible, by redesigning the first link of the mechanism.
The workspace P is embedded as the set γ (P) into the subgroup
R2

× SO(2) with all orientations in SO(2) associated to each posi-
tion. Labeling the workspace of the second link as S2 = MJK ⊗ q,
the reference frame on the first link can only be located in the space
defined by the set γ (P) ⊘ Ŝ2. Furthermore, since the first link be-
ing modified is restricted to rotate about the pivot attached to the
ground, the maximal subset of γ (P) ⊘ Ŝ2 where the frame on the
first link can be located is defined byX = M̂IJ ; (γ (P)⊘Ŝ2), and its
translational component constitutes an annulus as shown in Fig. 8.
We conclude that X is a set of configurations that represents the in-
creased workspace of the first link, which requires changes in the
link’s geometry and/or its motion. If we assume that the link’s mo-
tionMIJ is determined by a revolute joint and cannot be modified,
we have no choice but to modify that geometry of the link that de-
termines the set F of reference frames for themotion of the second
link, so thatMIJ⊗F = X . The intersection ofX⊘MIJ with the link’s
shape yields the maximal subset of configurations that can be in-
cluded in F , for example, by cutting a slot according to dimensions
defined by the annulus and the width of the first link.

3.2. Weld process planning

In this section we will demonstrate applications of configura-
tion products and quotients by formulating and solving direct and
inverse problems in welding process planning for a typical auto-
motive assembly plant. An important requirement of any robot as-
sisted welding process is to ensure that a set of weld locations on
a work part can be reached by the robot weld gun assembly with-
out colliding with the work part or surrounding tooling. The gen-
eral problem of finding a path for the robot carrying the weld gun
in the presence of multiple obstacles may be formulated via the
containment property as discussed in Section 2. We will now for-
mulate related simpler but important problems. Putting the robot
motion planning problem aside, we assume that once a weld loca-
tion is reached, a valid contact between a gun and work-part oc-
curs along the part surface normal at the weld location. This is a
commonmanufacturing constraint for spotwelding,which implies
that at any given location, the gun has only one degree of freedom

Fig. 9. A typical work assembly and weld gun.

Fig. 10. The weld gun in Fig. 9 swept by the clearance range of orientations, and
subsequently swept over the part surface whose embedding is described in Fig. 3.

corresponding to rotation about the normal to maintain valid con-
tact. A typical welding setup is shown in Fig. 9.
Direct problem: surface sweep. Typically, a set of weld locations
is defined on the work part and the space occupied by a weld
gun at these locations needs to be determined in order to plan
the placement of surrounding tooling to avoid collisions with the
gun. Some static tooling may be pre planned in order to partially
fixture the work part but movable tooling is generally planned in
areas inaccessible by theweld gun, if possible. Since it is practically
not possible to place a weld gun at a weld location repeatedly in
exactly one orientation, the weld gun is allowed a clearance range
of orientations at each location. The clearance range at each weld
location is chosen sufficiently small to avoid/minimize collisions
with the work assembly and can be represented as a range of
planar rotational transformations (for valid contact). Denoting the
embedding of the weld gun in R3

× I as G, the clearance range
of rotations in SO(2) about the weld gun electrode (aligned with
the part surface normal at the weld location) as C , the 6D space
occupied by theweld gun at any given location is the configuration
product C ⊗ G whose projection into Euclidean space is simply
a rotational sweep as shown in Fig. 10. Suppose now that T is
the set of transformations in R3

× SO(3) that locate the weld
locations and orient the gun with the surface normal. Such a set
of transformations can be defined as discussed in Section 2 by
associating a coordinate system at each weld location defined
by the surface normal and two other orthogonal vectors whose
cross product is the surface normal. Then the total space in SE(3)
occupied by the weld gun is the configuration product T ⊗ C ⊗ G.
Note that the configuration product is six dimensional in this case,
and the same formulation applies to finite and infinite sets of
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weld locations. If T is defined by a surface to be welded, then the
configuration product in this case defines the sweep of the weld
gun over the surface, with orientation controlled by the surface
normal. Fig. 10 shows such a swept solid realized as the projection
π(T ⊗ C ⊗ G). The primitive sets T and π(C ⊗ G) are shown in the
figure.
Inverse problem: feasible space of a weld gun. We will say that a
configuration of a weld gun is feasible if the gun does not collide
with the work assembly while maintaining valid surface contact
at that location. The set of all such configurations is called the
feasible space at the weld location. Computing the feasible space
of a weld gun at a single weld location may be formulated as an
inverse problem. To do so, the work assembly is embedded as the
setW ⊂ R3

×SO(2)by associating all rotations inSO(2)definedby
the surface normal at theweld location to every position. The gun is
embedded as the set G ⊂ R3

× I to ensure that any transformation
applicable to the weld gun is within R3

× SO(2). The set of all
transformations T of a weld gun G that avoid collisions with the
work partW must satisfy

T ⊗ G ⊆ (iW )c (17)

where iW represents the interior of the work part since contact
with the points on the boundary ∂W of the work part must
be allowed. Using the containment property, the set of all non
colliding transformations T is

T = (iW )c ⊘ Ĝ, (18)

which has the dimensionality ofR3
×SO(2). These transformations

correspond to all translations and planar rotations of the weld
gun that do not collide with the work part. Of particular interest
are the transformations at weld locations with the surface normal
corresponding to the axis of rotation defining SO(2). The subset of
T at any position on ∂W with such normals is the feasible space at
that position.

It is straightforward to extend the above formulation to com-
puting gun’s feasible transformations over surfaces of an arbitrary
work part. The work part must now be embedded in all of R3

×

SO(3), because the weld gun is now treated as an object with six
degrees of freedom. However not all points in the embedding have
orientations corresponding to all possible rotations. The boundary
of the work part must be embedded into SE(3) in such a way that
the possible orientations at each point must correspond to planar
rotations about the part surface normal to maintain valid contact.
All other points in R3 are embedded with all possible rotations be-
cause every position in the complement of the work part bound-
ary can be reached inmultiple orientations. Using exactly the same
formulation as described for the feasible space at a single location,
the set of all possible valid non colliding configurations is given by
the same expression (18). The rotations of elements in T at each
position on the boundary correspond to the feasible space at that
location.

The above formulation reduces to well known and easily com-
putable special cases. Expression (18) is simply an expression for
the free space (its dual is the complement of the configuration
space obstacle). On the other hand, expression (17) can be applied
directly in situationswhere T⊗G can be computed. For example, at
a single weld location, this expression corresponds to the intersec-
tion of gun’s rotational sweep by 360◦ and the set (iW )c . A more
detailed explanation of this procedure and supporting computa-
tions may be found in [50].
Inverse problem: feasible weld gun. Constructing the feasible space
is a key utility in verifying theweld gun’s performancewith respect
to a particular process plan. But it is less usefulwhen the number of
weld guns is large or when the weld gun needs to be (re)designed.
In this case, given thework part and toolingW , aweld location, and

Fig. 11. The complement of the shown sweep(π(W ), M̂) is the unsweep(π(W c),

M) which defines the maximal shape for any tool that moves according to M
without interference. Hereπ(W ) is the assemblywith thework part shown in Fig. 9
and M is a 30 degree rotation about the part surface normal at the weld location.

some desired range of contact/clearance configurations C , wewant
to determine spatial constraints on the shape of the gun X . The
work part is embedded in R3

× SO(2) by associating all of SO(2)
with each position because C must be a set of planar rotations.
The maximal weld gun X is a set of all configurations that must
be contained within (iW )c under all transformations in C , i.e.

C ⊗ X ⊆ (iW )c, (19)
implying that

X ⊆ Ĉ ; (iW )c . (20)
When C is a one parameter set of rotations, it follows that π(X) =

unsweep(π((iW )c),M).WhenX is unbounded, it ismore practical
to compute π(X) as using the dual sweep operation. Fig. 11
shows an approximation of sweep(W , M̂) as a sweep of work part
configurations.

Once again, the formulation applies to more general sets with
minimalmodifications. Amaximal feasibleweld gunX for a surface
of work part W is defined by the same expressions, provided that
W is embedded in all of R3

× SO(3), as described above.

4. GPU implementation via sampling

Computing the configuration product exactly for general sub-
sets A, B ⊂ SE(3) is clearly quite challenging. Representing bound-
aries of configuration products as algebraic or semi-algebraic sets
is difficult even for non-convex polyhedra, as evident from efforts
in computing configuration space obstacles. Approximating con-
figuration products and quotients via finite unions and intersec-
tions of solids becomes impractical for non trivial shapes (such as
the work part/weld gun) and transformations (such as a sweep
over the surface). Therefore in order to compute and visualize
general configuration products, we must look for alternate com-
putational strategies. For the well understood special case of
one-parameter sweeps and Minkowski sums of polyhedra, exact
solutions are rare [5,30], and approximate sampling techniques
have been widely advocated [35,19,31,29].

We adopt the sampling solution for computing configuration
products, in several stages that are similar to those described
in [31] for computing Minkowski sums. First, discrete approxima-
tions of the primitive sets are obtained by sampling them in config-
uration space. Then pairwisematrixmultiplications of the sampled
configurations are computed rapidly on the Graphics Processing
Unit (GPU), yielding a discrete approximation of the configuration
product that can be visualized by several methods, depending on
the dimension of the computed result. When the final set of con-
figurations represent a three-dimensional solid, it is visualized by
projecting the sampled configuration product into R3, filtering out
interior points in the projection, and reconstructing a water-tight
surface homeomorphic to the sampled surface around the remain-
ing points. Fig. 13 shows the pipeline of computations required to
represent a Minkowski sum as a projection of the configuration
product of two sets. The same pipelinewas used to compute Figs. 1,
2 and 13.
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4.1. Sampling strategies

Primitive sampled sets in configuration space are generated by
sampling discrete configurations extracted from the underlying
set parameterizations. To sample solids embedded in configura-
tion space we use the parameterizations in the solid’s boundary
representation. Sampling the embedding of solids in SE(3) is
accomplished by sampling the solids in R3 and embedding the
sampled set in SE(3) by associating every position with the appro-
priate orientation. For all other sets of transformations, an underly-
ing parametrization is expected and a discretization is obtained by
sampling configurations corresponding to discrete parameter val-
ues. It is important to sample the primitive sets densely in order to
obtain a faithful representation of their configuration product. To
make the notion of a dense sampling of configurations more pre-
cise, it is necessary to have a distance function in SE(3).

Since SE(3) is a Riemannian manifold [38], any two configura-
tions x, y ∈ SE(3) can be joined by a length minimizing geodesic
such that the length of the geodesic is the Riemannian distance
function [51] d(x, y) = ‖ ln(x−1y)‖where ln represents thematrix
logarithm [52] and the norm chosen is the Frobenius norm. Under
this metric, the distance between two points in R3

× I becomes
the standard Euclidean distance. The distance between any two
points in SE(3) is always greater or equal to the distance between
their projections into Euclidean space, or any other subspace. For
the purposes of this paper we will adopt the Riemannian distance
function as themetric on SE(3), while observing that othermetrics
are possible [38] and are useful for different applications.

Once the metric is selected, the notion of a sufficiently dense
sampling may be formalized. An ϵ-neighborhood Bϵ(a) located at
a ∈ A, for any A ⊂ SE(3), is defined as intersection of an open ball
with the set A:

Bϵ(a) = {x ∈ A | d(a, x) < ϵ}. (21)

Representing the sampling of a set A as SA, following [31] we say
that SA is an ϵ-covering of A if for every point x ∈ A, there exists a
point a ∈ SA such that d(a, x) < ϵ. It follows that

A =


a∈SA

Bϵ(a) (22)

A ⊗ B =


a∈SA
b∈SB

Bϵ(a) ⊗ Bϵ(b). (23)

A good sampling strategy should assure that the product SA⊗SB
of ϵ-coverings SA, SB, is an ϵ-covering of A ⊗ B, which is true if and
only if
a∈SA
b∈SB

Bϵ(ab) = A ⊗ B. (24)

In turn, Eq. (24)will be satisfied if and only if the following relations
are satisfied
a∈SA
b∈SB

Bϵ(ab) ⊂ A ⊗ B (25)


a∈SA
b∈SB

Bϵ(ab) ⊃ A ⊗ B. (26)

Eq. (25) always holds true by construction. However, we show
below that Eq. (26) is not always satisfied because it may be
possible to pick some x ∈ A ⊗ B such that the distance to any
y ∈ Bϵ(ab) for all a ∈ SA, b ∈ SB is greater than ϵ. See an example
in Fig. 12.

We will now estimate the bound on the maximum deviation
from an ϵ-covering induced on approximating A⊗B by the product

e

Fig. 12. A is a one parameter family of planar rotations approximated by an ϵ-
covering SA consisting of two rotation matrices. B is a line segment along the x-axis
far from the origin approximated by an ϵ-covering SB of its embedding in SE(3).
The projection π(A ⊗ B) is the one parameter sweep consisting of the union of all
shaded (gray and orange) regions, and the projection π(SA ⊗ SB) is all the sample
points. When A⊗ B is approximated by SA ⊗ SB the regions in orange correspond to
points in π(A ⊗ B) for which the distance to the closest projected sample point is
greater than ϵ. (For interpretation of the references to colour in this figure legend,
the reader is referred to the web version of this article.)

of ϵ-coverings SA, SB. It is sufficient to establish this bound for
the case when both SA = {a} and SB = {b} are single point ϵ-
coverings. In such a case A = Bϵ(a), B = Bϵ(b) and SA ⊗ SB = ab
is the approximation of A ⊗ B. Consider points a∗ ∈ Bϵ(a) and
b∗ ∈ Bϵ(b) such that d(a, a∗) < ϵ and d(b, b∗) < ϵ. We will
characterize the distances of all points in {a, a∗} ⊗ {b, b∗} from
ab and thereby determine the maximum deviation of points in
the exact product Bϵ(a) ⊗ Bϵ(b) from the approximate product.
Excluding the point ab whose distance to itself is trivially zero,
the three other points obtained in the product {a, a∗} ⊗ {b, b∗} are
{ab∗, a∗b, a∗b∗}. The following propositions establish tight bounds
on these three distances in general and several important special
situations.

Proposition 4.1. d(ab, ab∗) < ϵ.

Proof. The distance of the point ab∗ from ab is ϵ since d(ab, ab∗) =

‖ ln(b−1a−1ab∗)‖ = ‖ ln(b−1b∗)‖ = d(b, b∗) < ϵ. �

Proposition 4.2. d(ab, a∗b) ≤ ϵ‖b‖2.

Proof. The distance of the point a∗b from the transformed center
ab is given by

d(ab, a∗b) = ‖ ln((ab)−1a∗b)‖ (27)

= ‖ ln(b−1a−1a∗b)‖. (28)

In order to simplify Eq. (28) and thereby compute the bound, we
exploit a standard fact connecting Lie groups and Lie algebras.
Every Lie group acts on itself by the group conjugation g−1xg
for group elements g, x which can be expressed as [52,53] (see
Appendix B for a proof)

g−1eXg = eg
−1Xg (29)

where X = ln(x) and eX = x represents its matrix exponential.
Therefore

‖ ln(b−1a−1a∗b)‖ = ‖ ln(eb
−1 ln(a−1a∗)b)‖ (30)

= ‖b−1 ln(a−1a∗)b‖ (31)

≤ ‖ ln(a−1a∗)‖‖b‖2 (32)

≤ ϵ‖b‖2. (33)

We have used the fact that ‖xy‖ ≤ ‖x‖‖y‖ and that for any rigid
transformation x, ‖x‖ = ‖x−1

‖. Thus the distance of any point
a∗b ∈ Bϵ(a) ⊗ b to the transformed sample point ab is bounded
by ϵ‖b‖2. �

Proposition 4.2 applies to a common situation where a∗ in-
cludes a rotation, as illustrated in Fig. 12. However, there are two



S. Nelaturi, V. Shapiro / Computer-Aided Design ( ) – 11

Fig. 13. Approximate Minkowski sum computed as a configuration product of samplings of surfaces. Top right: projection of the point set obtained after computing the
product on the GPU, computation time = 0.07186 s. Bottom right: the remaining points after filtering out interior points using flood fill, computation time = 60 s. Bottom
left: water-tight surface reconstructed using the robust cocone software, reconstruction time = 337.61 s. The total time to compute the boundary of the Minkowski sum of
the two sampled surfaces = 397.681 s.

special cases where the product d(ab, a∗b) will always be ϵ, de-
pending on the subgroups of SE(3) into which both primitive sets
are embedded. These two cases are summarized in the following
two propositions.

Proposition 4.3. When SA and SB are single point ϵ-coverings of
subsets of Abelian subgroups i.e. translations R3 or planar rotations
SO(2), d(ab, a∗b) < ϵ.

Proof. Owing to the commutative relation xy = yx it follows that
y−1xy = x. Therefore Eq. (28) immediately reduces to

‖ ln(b−1a−1a∗b)‖ = ‖ ln(a−1a∗)‖ < ϵ. (34)

Thus in this special case, Bϵ(a)⊗bwill always be an ϵ-ball centered
around ab. Similarly Bϵ(b) ⊗ a will be an ϵ-ball centered around
ab. �

Proposition 4.4. When SA is a single point ϵ-covering of a set in
SE(3) and SB is a single point ϵ-covering of a set in SO(3), d(ab, a∗b)
< ϵ.

Proof. The proof of this theorem is given in Appendix A of this
paper. �

Proposition 4.5. d(ab, a∗b∗) ≤ ϵ(1 + ‖b‖2).

Proof. Using the triangle inequality induced by the metric, we
assert that d(ab, a∗b∗) ≤ d(ab, a∗b) + d(a∗b, a∗b∗). Analogous
to computing d(ab, ab∗) in Proposition 4.1, we can see that
d(a∗b, a∗b∗) < ϵ. Therefore in general d(ab, a∗b∗) ≤ ϵ(1 + ‖b‖2)
if both SA and SB are epsilon coverings. For the special cases when
d(ab, a∗b) < ϵ, we have d(ab, a∗b∗) < 2ϵ. �

The computed error bounds may be used to devise effective
sampling strategies to guarantee that the product of two ϵ-
coverings is an ϵ-covering of the exact configuration product. For
example, the bound in Proposition 4.3 underlies the observation
that an epsilon-covering of the boundary of Minkowski sum ∂(A⊕

B) can be computed as Minkowski sum of the epsilon-coverings
of the individual boundaries ∂A and ∂B, as is shown in [31]
for polyhedral models. Similarly, Proposition 4.4 guarantees that
applying a solid sampled as an ϵ-covering in R3

× I to a set of
non-trivial orientations sampled as an ϵ-covering in I × SO(3)
always results in an ϵ-covering of the configuration solid in R3

×

SO(3). This property may be useful in sampling embedded solids

as ϵ-coverings, where an identical copy of a subset of SO(3) is
associated to every point in the solid. More sophisticated sampling
strategies may be required in general situations. For example, it
may be prudent to choose a very fine sampling density such that
ϵ → 0, and scale the transformations closer to the origin such that
ϵ‖b‖2

≈ ϵ, in order to compensate for the increasing deviation
from the ϵ-covering for transformations further from the origin as
illustrated in Fig. 12.

4.2. Product on a GPU

Once the sets are sampled,wenowdirectly follow the definition
of the configuration product and compute pairwise matrix
multiplications of elements (configurations) in the primitive sets.
Each pairwise multiplication is independent of others, allowing
straightforward parallelization of the configuration product using
the Single Instruction Multiple Data (SIMD) computational model.
The GPU is especially well suited to address such problems that
can be expressed as data-parallel computations, where the same
program is executed on many data elements in parallel with
high arithmetic intensity (the ratio of arithmetic operations to
memory operations). Our prototype implementation relies on
NVIDIA’s CUDA API [54] and is intended to demonstrate feasibility
of the configuration product computations. The parallelism is at
the thread level where each thread computes a unique pairwise
product and writes back into a unique position in global memory.
The distributive properties of the configuration product allow
partitioning the sampled sets, and to compute the results in several
data input/output cycles with the GPU operating at full capacity.

For the Minkowski sum shown in Fig. 13, the product SA ⊗

SB contained 1350195 points and was computed in one pass on
the GPU in 71.816 ms including all global memory copies. GPU
Computations were performed on an NVIDIA GTX 280 GPU. Our
current implementation is simple but sufficient to demonstrate
the practicality of approximating the configuration product by
simple pairwise matrix multiplications on the GPU. The basic GPU
computation of the configuration product can be improved in
several ways. It is possible to increase the number of matrices
computed in each pass by representing each rotation matrix with
three parameters such as Euler angles, or four parameters using
unit quaternions. Computational efficiency can also be increased
if we represent the configuration product as the convolution of
two sets, which can be computed using the Fast Fourier Transform
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similar to algorithms described in [35,34] which has complexity
O(n log n) as opposed to O(n2) for the pairwise multiplication
implementation, and can be implemented in parallel.

4.3. Visualization

The subsets of configuration space, both sampled and com-
puted, can be used directly for membership queries and planning
purposes. Visualizing these 6d sets is more challenging, but re-
duces to visualization of their projections into R3 and SO(3). The
projection of the sampled configuration product in R3 is obtained
by simply extracting the translational components of thematrices.

The resulting projection in Euclidean space is a dense 3D set
that contains both interior and boundary points. The interior points
are not required to visualize the boundary of the swept solid gen-
erated by the configuration product, and can be filtered out us-
ing variety of techniques. For our implementation, we used the
simple flood fill algorithm commonly used in computer graph-
ics [55] to remove all points whose neighborhoods (‘‘buckets’’) are
interior to the set of points. More sophisticated algorithms can
be used to filter out interior points in the special case of com-
puting the Minkowski sum as demonstrated in [31]. Depending
on the bucket sizes used to filter the points, the remaining set
of retained boundary points correspond to a noisy sampling of
set’s boundary. A number of techniques can be used to recon-
struct the triangulated boundary from this sampling. We used the
Geomagic software to generate bounding surfaces in Figs. 1, 2, 4, 5,
10 and 11, and the robust cocone algorithm developed by Dey and
Goswami [56] in Fig. 13. All CPU computations were performed on
an Intel Core 2 Duo workstation (3 GHz, 3 GHz, 2.75 GB RAM). We
have not implemented a method for visualizing the orientation of
configurations, but a number of approaches have been suggested.
For example, rotations are commonly visualized in terms of the
angle-axis parameterization that is easily obtained from the eigen-
vectors and eigenvalues of the rotation matrix [57].

5. Conclusions

The main contribution of this paper is to show that configu-
ration products and quotients generalize and unify a variety of
computations in geometric modeling involving motions and rel-
ative configurations. By treating solids and rigid transformations
as point sets in the configuration space SE(3), we have shown
that formulations of most kinematic planning/design problems
are derivable from this general formulation. The usual Minkowski
operations and variety of sweep operations are special cases of
configuration products and quotients, but many useful modeling
operations require full generality of configuration space algebra.
These include sweeps over manifolds (curves, surfaces), design of
moving shapes, determination of feasible (configuration) spaces
for shapes under general motions, and workspace computations.

We have also shown that the formulation in the configuration
space should not be viewed as an impediment to practical imple-
mentations. Sampling the configuration products and quotients is
computationally tractable using parallel algorithms and architec-
tures, as is clearly demonstrated by our brute force preliminary
GPU implementation. It may be possible to further expedite the
computation of configuration products using algorithms described
in [35,34].We note thatmany steps in the sampling reconstruction
process may be improved further; for example, a marching cubes
algorithm to compute a triangulation of a surface is now available
with the NVIDIA CUDA SDK and could be adapted to compute sur-
faces from noisy point data.

The computational tractability and wide scope of applications
of the configuration space algebra suggest that it should become
an integral part of future solid modeling and CAD systems. Our
preliminary results also point to a number of important research

issues. These include recasting fundamental solid modeling al-
gorithms directly in configuration space, investigating how the
properties of configuration space algebra can improve modeling
techniques, development of efficient parallel algorithms, and flesh-
ing out specific applications in computer aided design and manu-
facturing.

Acknowledgements

We would like to thank our anonymous reviewers for their
comments and suggestions.Wewould also like to thank Tamal Dey
for permitting the use of the robust cocone software. This research
was supported in part by the National Science Foundation grants
CMMI-0500380 and CMMI-0621116.

Appendix A. Proof of Proposition 4.4

Proposition. For A ⊂ SE(3), B ⊂ SO(3), given (a, a∗) ∈ A such that
d(a, a∗) < ϵ and b ∈ B, it follows that d(ab, a∗b) < ϵ.

Proof. We know d(ab, a∗b) < ‖b−1 ln(a−1a∗)b‖. Here b ∈ SO(3)
and ln(a−1a∗) ∈ se(3) where se(3) is the Lie algebra of SE(3).
Consider a typical element in se(3) written as

Ω v
0 0


where Ω is a skew symmetric matrix of the form

Ω =

 0 −ωz ωy
ωz 0 −ωx

−ωy ωx 0


corresponding to an element of the Lie algebra of the rotation
group,2 and v is a translation. From Eq. (31), we know d(ab, a∗b) =

‖b−1 ln(a−1a∗)b‖ where X = ln(a−1a∗) is an element of the Lie
algebra se(3) of SE(3). The expression b−1Xb is called the action of
b on X [12]. The action of an element of SO(3) on the Lie algebra
element Xmay be computed (without losing generality) as follows
R 0
0 1


·


Ω v
0 0


·


Rt 0
0 1


=


RΩRt Rv
0 0


. (A.1)

To show that d(ab, a∗b) < ϵ we need to show that the Frobenius
norm of the matrix on the right side of Eq. (A.1) is the same as that
of X. First wewill show ‖RΩRt

‖ = ‖Ω‖. For any vector x ∈ R3, we
haveΩx = ω×xwhereω = (ωx, ωy, ωz)

T , and× represents cross
product. It follows that ‖Ω‖ = ‖ω‖

√
2. Any rotation matrix R can

be partitioned into three mutually orthogonal vectors defined by
the rows of the rotation matrix (or its columns since the inverse of
a rotation matrix is its transpose). Thus we can write

R =

rti
rtj
rtk


with the induced cyclic relations ri × rj = rk, rj × rk = ri, rk × ri =

rj. Then we have Rt
= (ri rj rk) and

RΩRt
= R(ω × ri ω × rj ω × rk)

=

 0 ri · (ω × rj) ri · (ω × rk)
rj · (ω × ri) 0 rj · (ω × rk)
rk · (ω × ri) rk · (ω × rj) 0


.

The scalar triple product a ·(b×c)may be equivalently rearranged
cyclically as b · (c × a). Therefore we have

2 The logarithm of a rotation matrix gives an element of its Lie algebra, which is
a skew symmetric matrix.
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rj · (ω × ri) 0 rj · (ω × rk)
rk · (ω × ri) rk · (ω × rj) 0



=

 0 ω · (rj × ri) ω · (rk × ri)
ω · (ri × rj) 0 ω · (rk × rj)
ω · (ri × rk) ω · (rj × rk) 0



=

 0 −rtk · ω rtj · ω

rtk · ω 0 −rti · ω

−rtj · ω rti · ω 0

 .

Observing that R · ω = (rti · ω, rtj · ω, rtk · ω)t , it follows that
‖RΩRt

‖ = ‖R · ω‖
√
2. Since R is an orthogonal transformation,

‖R ·ω‖ = ‖ω‖ and therefore ‖RΩRt
‖ = ‖ω‖

√
2 = ‖Ω‖. Similarly

‖Rv‖ = ‖v‖. Therefore the norm of the action is the same as the
norm for the se(3) element X. �

Appendix B. Properties of matrix exponential and logarithm

This section summarizes standard definitions of the matrix
exponential and logarithm [52] and gives the common derivation
of Eq. (29). The exponential eM of a matrixM is defined as

eM = I + M +
M2

2!
+

M3

3!
+ · · · . (B.1)

The logarithm ln(X) of a matrix X is defined as

ln(X) = (X − I) −
(X − I)2

2
+

(X − I)3

3
−

(X − I)4

4
+ · · · . (B.2)

Unfortunately if X is not near the identity the matrix logarithm
either does not converge, or converges so slowly that it is not
of practical use [52,58]. The standard way of dealing with this
problem is to use the square root operator repeatedly to bring X
near the identity [58]

ln(X) = 2k ln(X1/2k). (B.3)

As k increases X1/2k
→ I , so for sufficiently large k standard

methods to compute the logarithm (such as truncating the series
in Eq. (B.2)) may be applied. This procedure reverses the more
common scaling and squaring method of evaluating the matrix

exponential eM = e( M
2k

)2
k

[58]. These computational methods
ensure eln(X)

= X and ln(eM) = M up to specified accuracy [59].
Now we show that eB

−1AB
= B−1eAB which is a restatement of

Eq. (29). We use the proof derived in [52]. First we check that

(B−1AB)n = (B−1AB)(B−1AB) . . . (B−1AB) (B.4)

= B−1AnB. (B.5)

Using the above relation, and the fact that B−1(C +D)B = B−1CB+

B−1DB, we get

eB
−1AB

=

∞−
n=0

(B−1AB)n

n!
(B.6)

= B−1


∞−
n=0

An

n


B (B.7)

= B−1eAB. (B.8)
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