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Abstract. Algorithms for many geometric queries rely on representa-
tions that are comprised of combinatorial (logical, incidence) informa-
tion, usually in a form of a graph or a cell complex, and geometric data
that represents embeddings of the cells in the Euclidean space Ed. When-
ever geometric embeddings are imprecise, their incidence relationships
may become inconsistent with the associated combinatorial model. Tol-
erant algorithms strive to compute on such representations despite the
inconsistencies, but the meaning and correctness of such computations
have been a subject of some controversy.
This paper argues that a tolerant algorithm usually assumes that the
approximate geometric representation corresponds to a subset of Ed that
is homotopy equivalent to the intended exact set. We show that the Nerve
Theorem provides systematic means for identifying sufficient conditions
for the required homotopy equivalence, and explain how these conditions
are used in the context of geometric and solid modeling.

1 Queries on combinatorial representations

1.1 Queries on Combinatorial Data Structures

Shapes, configurations, and other geometric objects in computational geometry
and geometric modeling may be represented implicitly by a system of predicates,
or combinatorially. A distinguishing feature of a combinatorial representation is
that it includes an explicit data structure to represent logical incidence between
a finite collection of simpler ‘primitive’ objects. In geometric applications, a
combinatorial representation also includes some representation of geometry that
embeds these primitive objects into (typically) Euclidean space Ed. Practitioners
often refer to the two parts of such a representation as ‘topology’ and ‘geometry’
respectively. Examples of combinatorial representations include arrangements of
hyperplanes, triangulations, polyhedra, boundary representations in solid mod-
eling, Voronoi diagrams, and many others.

This paper deals exclusively with combinatorial representations. Without loss
of generality, we will assume that logical incidence relationships in a combinato-
rial representation are stored as an abstract cell complex K, which is essentially a
? Based on the talk at the Dagstuhl Seminar on Reliable Implementation of Real
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partial ordering on a collection of k-cells (vertices, edges, faces, etc.). For conve-
nience, the ordering may be defined in terms of subsets of 0-cells and represented
by a graph, with arcs indicating the containment relation. Thus, a 1-cell is a col-
lection (usually a pair) of 0-cells; 2-cell is a collection of (bounding) 1-cells, and
so on. Figure 1(a) shows a typical abstract cell complex for a combinatorial rep-
resentation of a quadrilateral, consisting of four vertices (0-cells) vi, four edges
(1-cells) ei, and one face (2-cell) f1. Since higher dimensional cells contain all
incident lower-dimensional cells, by definition, all cells are closed. Additional
conditions on K may be imposed depending on specific use, such as in triangu-
lations, Voronoi diagrams, and boundary representations in solid modeling. For
example, a boundary representation in solid modeling requires that the abstract
complex is an orientable k-cycle[1,2]. Thus, topology of the boundary represen-
tation for the quadrilateral would be the abstract cell complex in Figure 1, but
without the 2-cell f1.

Fig. 1. Combinatorial representation for a quadrilateral: (a) graph represen-
tation of an abstract complex K; (b) geometric realization |K| is a union of
embedded cells; (c) geometric representation of the abstract complex K in (a);
(d) nerve NK of the complex K consists of four solid tetrahedra.

Each p-cell σp ∈ K is embedded (or realized) geometrically as a set |σp|
in Ed either explicitly (for example, vertex coordinates, curve or surface pa-
rameterization), implicitly (for example, as the intersection of embedded higher
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dimensional cells |σp+1|), or procedurally (for example, as the interpolation of
lower-dimensional cells |σp−1|). The union of all embedded cells of K is usually
called a geometric realization or underlying space of K and is denoted by |K|.
A (non-unique) geometric realizations of the abstract complex for quadrilateral
is shown in Figure 1(b). Geometric realizations can be used to represent the
abstract cell complex pictorially, as we have done in Figure 1(c) and throughout
the paper, but the two should not be confused.

We will not be concerned with how such combinatorial representations are
created, but instead consider the question of what it means to query such a
representation. Arguably, the most common and most important of all queries
on a geometric representation is the point membership test

ΠS : R3 → {in, out}

to determine whether a given point p ∈ R3 belongs to a represented set S of
points or not[3]. This test essentially implements the set charateristic function,
thus defining the induced set S itself [4]. When a set S is represented combina-
torially as a subset of some |K|, the point membership test reduces to testing
the candidate point p against individual embedded cells, |σ|, in the cell complex
K. For example, to test whether a point belongs to the boundary of a solid (or
a triangle or a convex polygon), we test to see if the point belongs to one of its
faces; the latter may require testing the point against its edges and/or vertices.
Many other geometric queries either reduce to or rely on point membership tests
[2].1

1.2 Imprecise reality

The above description of a combinatorial structure is typical in literature but is
often misleading for practical applications, because embeddings of cells in the cell
complex K are usually known only with some degree of uncertainty. The reasons
for this vary, but there are several well known generic causes that are summarized
below and illustrated in Figure 2 for the combinatorial representation of the
quadrilateral boundary:

– Geometric data for scientific and engineering models comes from a variety
of sources and is intrinsically imprecise; this is obviously true for measured
and reconstructed models, but is also the case for models that are transferred
between various systems using some neutral exchange format [6]. Figure 2(a)
shows a typical geometric data obtained from an inexact source.

– Embedding may be exact, but point membership test requires computation
of quantities that are computed only approximately, for example, because of
round-off errors in floating point computations. Even the simplest and the

1 The point membership test as used in this paper should not be confused with the
point membership classification (PMC) function. PMC also requires distinguishing
the points on the boundary from those in the interior of the set[5]; however, most
PMC implementations rely on point membership testing in one form or another[2].
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most common point membership test against a linear halfplane is guaranteed
to be correct only for points that are at least some distance δ away from the
line segment bounding the halfspace [7]. Figure 2(b) illustrates typical ‘safe’
zones where the point membership is guaranteed to be correct.

– Geometric representations are often based on incomplete spaces – by design.
For example, rational parametric curves and surfaces are standard in most
computer-aided design systems, but their transformations and intersections
may not admit rational parameterizations and must be approximated by
independent embeddings that are logically redundant[8]. For example, in
Figure 2(c), both vertices and edges (with their end points) are embedded
independently.

– Multi-resolution and subdivision methods for representing curves, surfaces,
and shapes are increasingly popular in geometric modeling due to their at-
tractive computational properties. By their very nature, such methods repre-
sent the geometry only approximately, even when the exact point set is well
defined in the limit [9]. For example, the edges in Figure 2(d) are contained
inside a hierarchy of convex regions. See [10] for many additional examples.

Fig. 2. Well known causes of imprecision: (a) data comes from imprecise source;
(b) point membership is limited by finite resolution; (c) incomplete represen-
tation spaces lead to redundant representations; (d) containment sets in multi-
resolution and subdivision methods

Regardless of the source of the imprecision, we are faced with an undeniable
reality: point membership testing against embedded cells |σ| or embedding of
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their complex |K| is usually not computable exactly. What is the meaning of
such a combinatorial representation? Without proper semantics, correctness of
most geometric queries, and point membership queries in particular, on such
combinatorial representations are compromised. Two difficulties are immediately
apparent. First, it is not clear what it means to test a point against an imprecise
embedding of a cell σ. Secondly, depending on the answer to the first question,
the union of |σ| may or may not (and usually does not) form a valid realization
of the cell complex K. Then, under what conditions point membership testing
against |K| make sense and reduces to tests against individual cells |σ|?

1.3 What this paper is about

This paper attempts to provide partial answers to the above questions, in the
case of point membership queries against imprecise combinatorial representa-
tions. But it should be emphasized that the proposed answers are not a panacea,
and indeed there is no single “correct solution” to the above difficulties. Rather,
the proposed answers are based on postulated assumptions about such repre-
sentations that are, in turn, based on common sense and accumulated practical
experience.

The rest of the paper is as follows. In section 2, we argue that most impre-
cision problems may be formulated by replacing exact geometric embeddings
in combinatorial representations by corresponding tolerant zones. We postulate
properties for these tolerant zones, including the requirement that a tolerant
zone and the corresponding exact embedding should be of the same homotopy
type. Section 3 summarizes the classical notion of nerve and the Nerve Theorem,
that are applied in Section 4 to specific problems of tolerant modeling. Section
5 concludes with summary, extensions, and open problems.

2 Tolerant Zones in a Complex

2.1 To tolerate imprecision

The difficulty in proposing a standard notion of tolerant point membership query
on imprecise representations lies in the ambiguity of the term “imprecision” and
the diversity of its sources. But let us consider the hypothetical task of classifying
a point against any one of the imprecise representations illustrated in Figure 2.

When the data comes from an imprecise source as in Figure 2(a), or is known
to be redundantly approximated as in Figure 2(c), it makes little sense to test
points against the given embeddings because the union of the embedded cells |σ|
is clearly not a valid complex K. Two approaches have been proposed in such
situations[4]: either perturbing the original embeddings slightly to obtain a valid
cell complex, or classifying points within some small but finite distance δ of |σ|
as being in |σ|. The latter approach would have an effect of “thickening” the
individual cell embeddings by δ in a hope that the adjacent cells connect to each
other as intended. In situations illustrated in Figure 2(b) and (d), perturbations
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are not helpful at all, since the cause of imprecision is the resolution of the point
membership algorithm itself. But in these cases too, points in the vicinity of the
embedding |σ|, which may or may not be known, are considered to belong to the
embedded set.

We conclude that in most cases, to tolerate imprecision means that a candi-
date point p is tested not against the set |σ|, but against some enlarged set Zδ

σ

associated with the cell in question. We will refer to this set Zδ
σ as a tolerant

zone2 of cell σ of “size” δ. In general, δ can be a function of the embedding
and vary spatially, but in practice δ is often used as an upper bound on the
distance from the embedding |σ|, which may or may not be known. Throughout
the paper, we may drop either δ or σ from Zδ

σ when their meaning is clear from
the context. Typical tolerant zones for point, edges, and faces are illustrated in
Figure 3.

Fig. 3. Tolerant zones Zδ
σ for individual cells σ ∈ K. Note that a tolerant zone

may not contain the exact embedding |σ|, which may or may not be known.

The notion of a tolerant zone appears explicitly in many proposed approaches
to dealing with imprecision, for example, in [11,12,13,14]. The zones are also
implied by epsilon predicates in [15], box and ball covers of boundaries [16,4],
and surface thickening[17]. Zones that are defined by maximum distances to the
corresponding cells can be constructed in terms of offsets or sweeps (Minkowski
sums); for B-splines, the zones are naturally associated with their control nets
and polyhedral enclosures [9,10]. The notion of a tolerant zone is also present
implicitly even when the embeddings are known exactly and may be perturbed
2 Since the zone is associated with a set |σ| and not an abstract cell σ, it would be

more accurate (and more awkward) to use Zδ
|σ| to denote the zone.
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to create a valid cell complex K. Different perturbation techniques are described
in [18,19] and in [20], but all such techniques share the assumptions that the
perturbed embeddings (usually curves and/or surfaces) lie in the vicinity of the
original embeddings and preserve their topological form in some well defined
sense.

We could now say that a point membership query against set X is δ-tolerant
iff it returns in for every point in the tolerant zone Zδ

X , and out for all other
points. For this definition to make sense, we have to be clear about the assumed
properties of the tolerant zones. Based on the above discussion, it is clear that
a tolerant zone must satisfy some metric condition: the size of zone Zδ

X is
bounded by δ. It may be interpreted to mean that every point in the zone is
at most δ away from X, or that the zone Zδ

X may be covered by an infinite
family of balls of radius δ, or perhaps in another way depending on a specific
situation. A second condition becomes apparent when we consider what happens
to the tolerant zone with increased precision. As δ → 0, the tolerant zone Zδ

X

must gradually shrink and deform onto the exact set X = Z0
X , if that exact set

were known. If this were not the case, small changes in precision could produce
drastic changes in the topological properties of the sets induced under the point
membership queries. Thus, it is reasonable to postulate that the tolerant zone
Zδ

X must also satisfy the topological condition: at the very least, it must be of
the same homotopy type as the exact set X for all values of δ.

These principles are rarely articulated, probably because the concept of tol-
erant zones appears to be straightforward for simple point sets. If all cells σ ∈ K
are embedded homeomorphically to p-dimensional balls,3 the topological condi-
tion implies that their corresponding zones Zδ

σ must be contractible.4 The metric
conditions are often chosen to imply that the zones are either (unions of) convex
sets or Minkowski sums (a sweep) of a ball and some known geometry. That is
not to say that the general problem of constructing a tight tolerant zone is trivial,
even for a simple cell embedded as a line segment [7]. A principal challenge in the
surface-surface intersection problem, one of the most studied in computer-aided
geometric design, has been to construct an approximate intersection curve that
is isotopic to the true intersection curve (studied in [22,16,23] and elsewhere).
Requiring that the tolerant zone of a curve segment is of the same homotopy
type is a weaker condition that is easier to obtain and is often used to establish
the isotopy condition [17,23].

2.2 Collection of tolerant zones

Let us now suppose that an implemented point membership test is δ-tolerant
against each embedded cell σ corresponding to a collection of cells {σ} that
form a cell complex K. A usual implementation of the point membership query

3 This is not always the case. For example, computer-aided design systems often rely
on geometric cell complexes built from submanifold cells of arbitrary genus [21].

4 By definition, contractible spaces are homotopy equivalent to a point; in particular,
they must be connected and contain no holes.
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against the embedded complex |K| returns in if and only if the point in question
classifies in with respect to one of the embedded cells |σ|, σ ∈ K. This seems
reasonable since the union of all tolerant zones

⋃
Zσ is an approximation of some

exact realization |K| =
⋃
|σ| (which may or may not be known). But is such a

query δ-tolerant for some δ determined from the tolerant zones of the individual
cells? In particular, is it true that the union of the tolerant zones

⋃
Zσ for

the cells in the complex is a combined tolerant zone Zδ
K for the complex? The

examples in Figure 4 easily show that this is not the case. The metric condition
is satisfied trivially, but the topological condition is problematic. Both examples
in Figure 4 fail the topological condition, each for different reasons, because the
union of the cell zones is not homotopy equivalent to the embedding |K| of the
original cell complex K. In this case, K is the abstract cell complex associated
with a quadrilateral’s boundary |K|. Indeed, we usually do not know what |K|
is, but its intended topological properties are completely defined by the abstract
cell complex K.

Fig. 4. The unions of tolerant zones
⋃

Zσ (shown above) and the corresponding
nerves N{Zσ} (shown below) associated with vertices and edges in a quadrilat-
eral’s boundary. (a) The intersections of zones {Zσ} in three out of four corners
do not correspond to incidence of cells in the quadrilateral’s boundary; (b) Zones
intersections are in one-to-one correspondence with incidences in the boundary,
but the union of the zones is not homotopy equivalent to the quadrilateral’s
boundary.
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Intuitively, the solution to the difficulty appears to be straightforward: if⋃
Zσ were to form a tolerant zone ZK for the whole complex, then the tolerant

zones Zσ must maintain the same incidence relationships as the corresponding
cells σ have in K. In other words, this requires that for any two cells σi, σj ∈ K,
the tolerant zones Zσi

∩Zσj
6= ∅ if and only if σi ∩ σj 6= ∅. Indeed, this is one of

the conditions proposed in [12] as a requirement for “consistency” of a polyhe-
dral boundary representation model. Note that this condition is satisfied by the
collection of zones in Figure 4(b), but is not sufficient because tolerant zones are
not convex and their intersections are not contractible. A different set of con-
ditions on the tolerant zones proposed in [13] suggests that only some of these
intersections are required, but connected components of all such intersections
must be contractible. Both authors proposed additional metric and containment
conditions on the zones, without formal justification. Consider the example in
Figure 5. Clearly the union of shown tolerant zones

⋃
Zσ is homotopy equiv-

Fig. 5. (a) The union of tolerant zones
⋃

Zσ is homotopy equivalent to the
boundary of a rectangle, but fails the conditions proposed in [12] (upper left
corner) and [13] (lower left corner); (b) Full nerve (left) and inclusion-reduced
nerve (right) for the collection of zones in (a).

alent to the boundary of the rectangle, even though the relationships between
the zones fail the previously proposed conditions. Specifically, the conditions
proposed in [12] are violated in the upper left corner, where the zones Ze1 and
Ze2 of the incident edges do not intersect; the conditions proposed in [13] are
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violated in the lower left corner where the vertex zone Zv1 is not large enough
to contain the intersection of the two incident edge zones. These and other pro-
posals for the notion of topological consistency rely on heuristic arguments and
seemingly contradictory conditions, largely because the notion itself is not well
defined [14,24,25]. However, if the notion of homotopy equivalence is accepted
as a guiding principle for topological consistency, then it becomes possible to
derive sufficient conditions for consistency and to establish a formal relationship
between various heuristic arguments. The rest of this paper shows how this can
be accomplished using the Nerve Theorem[26].

3 Homotopy via Nerves

3.1 Nerve of collection of sets

The differences between various examples in Figures 4 and 5 can be understood
in terms of intersections between the tolerant zones Zσ for various cells σ ∈ K.
The example in Figure 4(a) does not satisfy the homotopy condition because
some zones of incident edges do not intersect. All required zone intersections are
present in Figure 4(b), but the intersections themselves are problematic, and it
may not be clear how to differentiate this case from the example in Figure 5.
Intuitively, we want to know which zones intersect and how they intersect, so
that the union of zones

⋃
Zσ is homotopy equivalent to |K|. We will use the

concept of nerve to order all possible intersections between the zones, and use
the Nerve Theorem to enforce the required homotopy.

Given a finite collection of (closed) sets {X}, the nerve N{X} is an ab-
stract simplicial complex constructed as follows. Let 0-simplex 〈Xi〉 be a vertex
corresponding to the set Xi in the collection. A 1-simplex 〈Xi, Xj〉 is associated
with every pair of sets Xi, Xj whose intersection is non-empty. More generally,
k-simplices in the nerve N{X} are defined by collections of k + 1 vertices cor-
responding to k + 1 sets {Xj} such that

⋂
j Xj 6= ∅. It is easy to see that the

collection of such simplices is a complex, since every sub-collection of intersect-
ing sets is non-empty. Two examples of nerves are shown in Figure 6. Figure
6(a) shows the nerve for the collection of four sets. Observe that the dimension
of the nerve corresponds to the maximum number of sets in the collection with
non-empty intersection, which is three in both of these examples. In a cell com-
plex K, the maximum number of intersections occurs at the vertices, where all
higher dimensional cell intersect. For example, consider a typical vertex neigh-
borhood in Figure 6(b) where a vertex, two edges, and one face intersect. The
corresponding nerve will contain a 3-simplex which can be visualized as a tetra-
hedron. The nerve of the abstract complex K for quadrilateral (with interior) is
shown in Figure 1(d). Nerves for collections of tolerant zones in Figures 4 and 5
are shown next to them.

3.2 Nerve Theorem

The concept of a nerve is apparently due to Alexandrov[27], and has become a
standard tool in algebraic topology[28], combinatorics [26], and computational
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Fig. 6. Collections of closed sets and their corresponding nerves: (a) The nerve
N{A,B, C, D} is a two-dimensional complex determined by which sets intersect
each other, but says nothing about the topological properties of intersections;
(b) a nerve of a typical two-dimensional “corner” is a solid tetrahedron.

topology [29]. We will use nerves to enumerate, represent, and analyze the inter-
sections between the tolerant zones Zσ, and to compare them to the intersections
implied by the corresponding abstract cell complex K. The main tool in our anal-
ysis is the Nerve Theorem. Various versions of the Nerve Theorem correlate
the topological properties of the union

⋃
X of sets in the collection and those of

its nerve N{X} [26]. In particular, the Nerve Theorem states that, if every non-
empty intersection

⋂
j Xj is contractible, then

⋃
X and N{X} are homotopy

equivalent, or
⋃

X ' N{X} for short.
Let us now assume that embeddings of all k-cells σ ∈ K are homeomorphic

to k-dimensional balls in Euclidean space.5 Then the conditions of the Nerve
Theorem are trivially satisfied by the cells in any cell abstract complex, since
the intersection between any two cells in the complex is either empty or another
cell. It is easy to see that the nerve of Figure 1(d) can be continuously deformed
onto the quadrilaterals in Figure 1(b), and the tetrahedron in Figure 6(b) can
be collapsed on the corresponding vertex.

Applying the Nerve Theorem to a collection of zones {Zσ} is more inter-
esting. By assumed topological properties, every zone is contractible, but their
intersections do not have to be. For example, the nerve Theorem does not apply
to the example in Figure 6(a), because intersection of the two sets A ∩ B is a
disconnected set with two components. In this case, the nerve N{A,B, C, D}
5 For more general embeddings, other versions of the Nerve Theorem relate k-

connectedness of the nerve to that of the union of the sets in the collection [26].
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is not homotopy equivalent to A ∪ B ∪ C ∪ D. Similarly, the Nerve Theorem
cannot be applied to the collection of zones in Figure 5, because the intersection
of zones Ze2 ∩ Ze3 is not contractible. Nevertheless in this particular case, the
nerve is homotopy equivalent to the union of zones, by inspection. On the other
hand, the conditions of the Nerve Theorem are satisfied by every collection of
zones in Figure 4(a), and indeed it is easy to see that in each case, the nerve is
homotopy equivalent to the corresponding union of zones.

4 Tolerant Complex from Tolerant Zones

We are now ready to tackle the original question posed in Section 2.2, namely
under what conditions the union of tolerant zones

⋃
Zσ is in fact a tolerant zone

ZK for the embedding of the abstract complex |K|? There are two apparent
difficulties. First, we do not really know the embedding |K| but only the abstract
complex K. Secondly, as we saw above on the examples in Figure 4 and 5, it
is not clear that the Nerve theorem actually helps to distinguish the tolerant
embedding of K. We address both of these difficulties below.

4.1 Sufficient (and Almost Necessary) Conditions

The first of the above difficulties is resolved by applying the Nerve theorem
twice: once to the abstract cell complex K and second time to the collection of
the tolerant zones Zσ, σ ∈ K. The key observation is that we really do not need
to know the embedding |K|, because by definition, any exact embedding must
be homotopy equivalent to the abstract complex K. Therefore, by the Nerve
theorem, |K| ' NK, where NK stands for the nerve of the abstract complex
K.

Applying the Nerve theorem to the collection of tolerant zones {Zσ}, we
observe that contractibility of all non-empty intersections between the tolerant
zones is a sufficient condition for homotopy equivalency between the union of
all zones and their nerve, i.e.

⋃
Zσ ' N{Zσ}. Combining the two observations

together, we arrive at sufficient conditions for a complex of zones to be tolerant.

Theorem 1 (Twin-Nerve). Let {Zσ} be a collection of tolerant zones associ-
ated with abstract cells σ ∈ K, such that every non-empty intersection

⋂
Zσi

is
contractible. Then

⋃
Zσ is a tolerant zone ZK for the complex K if and only if

NK ' N{Zσ}.

To show that the theorem is true, we only need to show that the homotopy
equivalence of the two nerves implies that |K| and

⋃
Zσ are of the same ho-

motopy type as well, and vice versa. This follows immediately by applying the
Nerve theorem twice as discussed above:

|K| ' NK ' N{Zσ} '
⋃

Zσ
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Note that the Twin-Nerve Theorem establishes only sufficient conditions because
it hinges on the assumption that all intersection of tolerant zones are contractible.
This is not the case, for example, in Figure 5, where

⋃
Zσ is clearly homotopy

equivalent to the rectangle’s boundary, but Ze2 ∩ Ze3 includes two connected
components.

It is instructive to compare our conclusions with the topological consistency
conditions proposed by others. Segal[12] requires that the tolerant zones intersect
if and only if the corresponding abstract cells are incident on each other in
the boundary representation of a polyhedron. This amounts to requiring an
isomorphism between the two nerves, NK ∼= N{Zσ}, which is also sufficient
but unnecessarily too strong. He makes no mention of contractibility, but many
(not all) of tolerant zones are convex sets by construction. By contrast, Jackson
[13] makes no assumptions on the shape of the zones and explicitly requires that
connected components of zone intersections are contractible. He indicates that
vertex, edge, and face zones may intersect if the corresponding abstract cells are
incident, implying that the two nerves do not have to be isomorphic, but without
further elaboration. It should be clear from the examples in Figure 4 that these
conditions are neither necessary nor sufficient. Additional metric conditions are
imposed (such as vertex tolerance should be greater than edge tolerance, etc.),
but these are not enough to ensure the required homotopy equivalence in general.
Below we analyze a number of special cases, including those proposed in [13], and
explain how they can be derived systematically from the Twin-Nerve Theorem.

4.2 Collapsed intersections

The main utility of the Twin-Nerve Theorem is that it provides a starting point
for systematic analysis and derivation of sufficient conditions under which a
union of tolerant zones

⋃
Zσ can be used as a tolerant replacement for the exact

embedding |K|.
A nerve of a collection of tolerant zones {Zσ} is simply a means to impose an

ordering on their intersections. The Twin-Nerve Theorem requires this ordering
to be “compatible” with the incidence of the corresponding cells σ ∈ K. One way
to assure this compatibility is to require that the two nerves NK and N{Zσ} are
isomorphic, i.e. are identical under relabeling. But this requirement would rule
out many practical solutions, including those proposed in [13], where the zones
of some incident cells do not intersect, but their union preserves the homotopy
type of K.

Consider, for example, possible intersections between the tolerant zones in
the corner of rectangle’s boundary representation shown in Figure 7. If all three
incident zones of the two edges and a vertex intersect, the nerves N{Zv, Ze1 , Ze2}
and N{v, e1, e2} are simplicial complexes of a single triangle (one 2-simplex,
three 1-simplices, and one 0-simplex), as shown in Figure 7(a). It is obvious
that the unions of the three zones shown in Figure 7(b) and (c) also preserve
the homotopy type of the corner, and this is reflected by the fact that the
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N{Zv, Ze1 , Ze2} is an elementary collapse6 of the nerve N{v, e1, e2}. In this
case, the collapse is achieved by removing the 2-simplex 〈Zv, Ze1 , Ze2〉 and one
of its bounding 1-simplices – either 〈Zv, Ze1〉 or 〈Ze1 , Ze2〉. Geometrically, the
collapse corresponds to the fact that Zv∩Ze1∩Ze2 = ∅, and either Zv∩Ze1 = ∅ or
Ze1∩Ze2 = ∅. In contrast, all pairwise intersections of zones shown in Figure 7(d)
are contractible, but the nerve N{Zv, Ze1 , Ze2} is not a collapse of N{v, e1, e2},
and the union of the three zones does not preserve the homotopy type of K.

Fig. 7. Collapses in the nerve N{Zσ} preserve its homotopy type. The nerve in
(a) can be collapsed to the nerve in (b) or (c), but not to (d). The nerve in (d)
cannot be collapsed.

4.3 Included intersections

In order to apply the Twin-Nerve Theorem, we had to assume that all non-empty
intersections of tolerant zones were contractible (to a point). This is a common
and a reasonable assumption in many practical situations, for example, when all
zones and their intersections are (locally) convex and therefore are contractible.
This argument applies to zones constructed as offsets of convex embeddings and
to control polygons of Bezier curves, among others. However, contractibility of
intersections cannot be assumed in general, and we have two options: either to
disallow such intersections altogether and declare the union of zones

⋃
Zσ to

be non-tolerant, or to identify the conditions under which such intersections are
permitted.

Consider the union of four zones in Figure 8. The union is contractible, but
this cannot be deduced from the Nerve Theorem, because the intersection Z1∩Z2

is a disconnected set that is not contractible. The nerve N{Zi} accounts for all
6 An elementary collapse of a complex is obtained by simultaneously removing a k-

simplex σ and one of its free faces τ (i.e. τ is not also a face of another simplex)[30].
More general collapses can be defined as sequences of elementary collapses.
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intersections and does not take into account the fact that Z1 ∩ Z2 is included
(contained) in Z3. Thus, the topological properties of Z1 ∩ Z2 are irrelevant to
the homotopy type of the union Z1 ∪ Z2 ∪ Z3 ∪ Z4. This suggest that use of
the full nerve leads to overly conservative results. Instead we should look at a
reduced nerve that accounts only for those intersections that are not included
in other zones. In the example of Figure 8, the full nerve is a tetrahedron. We
already observed that 〈Z1, Z2〉 has no bearing and can be removed, as can be
all higher-dimensional simplices that contain 〈Z1, Z2〉 as a face. In this case,
the simplices 〈Z1, Z2, Z3〉, 〈Z1, Z2, Z4〉, and 〈Z1, Z2, Z3, Z4〉 do not affect the
homotopy type of the union. The resulting simplicial complex is the reduced
nerve NR{Z1, Z2, Z3, Z4}.

Fig. 8. Reduction of N{Zσ} based on inclusion relationships preserves the ho-
motopy type of the union of zones

⋃
Zσ

Generalizing the reduction process to an arbitrary collection of tolerant zones
{Zσ}, let us assume that for some subcollection of zones a containment relation-
ship holds:

(Zσ1 ∩ Zσ2 ∩ . . . ∩ Zσk
) ⊆ Zγ

Then, we remove from the full nerve N{Zσ} the simplex 〈Zσ1 , Zσ2 , . . . , Zσk
〉,

and all other higher dimensional simplices containing it as a face, including the
simplex 〈Zσ1 , Zσ2 , . . . , Zσk

, Zγ〉. Repeating the removal process for every known
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containment relationship (in any order), we obtain a new simplicial complex that
we will call the inclusion-reduced nerve NR{Zi}.

It is easy to show that the reduction process does not necessarily preserve
the homotopy type of the nerve, so that the full nerve N{Zσ} and the inclusion-
reduced nerve NR{Zσ} may not be homotopy equivalent. However, the reduction
process guarantees that the intersection terms corresponding to the removed
simplices do not affect the homotopy type of the union of the tolerant zones⋃

Zσ. Hence, the Twin-Nerve Theorem may be restated in a stronger form as
follows.

Theorem 2 (Reduced Twin-Nerve). Let {Zσ} be a collection of tolerant
zones associated with abstract cells σ ∈ K, such that every non-empty intersec-
tion

⋂
Zσi

is either contractible or is contained in another zone Zσj
, j 6= i. Then⋃

Zσ is a tolerant zone ZK for the complex K if and only if NK ' NR{Zσ}.

The Reduced Twin-Nerve Theorem allows verifying homotopy type in some
common situations where the zone intersections may not be always contractible.
For example, it can be applied directly to the example in Figure 5, where a non-
contractible edge intersection Ze2 ∩Ze3 is contained within the vertex zone Zv2 .
The theorem also provides at least a partial explanation of why solid boundary
representations often assume that a tolerance value δ at a vertex should be equal
to or greater than that of the incident edge, which in turn should be equal to or
greater than the tolerance associated with the incident face [13].

5 Conclusions

5.1 Summary

This paper is an attempt to formulate the notion of topological consistency for
geometric queries that must tolerate inherently imprecise geometric data and rely
on approximate numerical computations. We argued that the notion of topolog-
ical consistency depends (explicitly or implicitly) on the notion of tolerant zones
and, at the very minimum, on the requirement that the union of tolerant zones is
homotopy equivalent to the combinatorial model of a geometric representation.
Sufficient conditions for homotopy equivalence may be derived systematically us-
ing the Nerve Theorem. We showed that this approach to topological consistency
applies in several important and practical situations, formally justifying earlier
heuristic algorithms and identifying several flawed and incomplete arguments.

In the context of this paper, the nerve N{Zσ} of a collection of tolerant zones
represents an ordering of all possible (and therefore most stringent) intersection
conditions. We have also seen that useful subsets of these intersections may be
identified by homotopy preserving transformations of the full nerve (collapses
in particular) or of the union

⋃
Zσ of zones themselves (based on known con-

tainment relationships). Additional homotopy preserving transformations may
apply to other practical situations that are yet to be studied. These observations
become particularly important in higher dimensions, because the number of all
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contractible intersection conditions required by the Nerve Theorem grows expo-
nentially in the total number of incident cells. A typical corner in a boundary
representation of a three-dimensional solid includes at least seven different inci-
dent cells: one vertex, three edges, and three faces. But based on our analysis in
section 4, a much smaller number of intersection conditions may be sufficient to
establish the homotopy between the union of the tolerant zones and the corner
in a typical solid boundary representation.

The proposed formulation can be applied to a number of practical problems
in geometric data translation, validation, and repair. All four hypothetical situa-
tions identified in Figure 2 commonly arise in solid modeling, and our formulation
suggests a systematic approach for validating any proposed solutions to dealing
with imprecision. In practical terms, this requires identifying the tolerance zones
implied by known geometric errors, approximations, or algorithms, enumerating
all relevant intersection conditions, and verifying that all relevant intersections
are contractible — either algorithmically or based on additional a priori infor-
mation. Beyond solid modeling, the proposed homotopy conditions appear to be
applicable to a broad range of computational topological consistency problems,
from computational geometry [25,31] and geographic information systems and
spatial databases[32,33], and mechanical design[34].

5.2 Extensions and open issues

Enforcement of homotopy equivalence between the exact and imprecise embed-
dings in a combinatorial representation is a relatively weak condition, and is
only an initial step towards solving a variety of tolerant modeling problem. Ad-
ditional requirements on the collection of tolerant zones are often needed for
specific applications. For example, we would like to refer to the collection {Zσ}
as a “zone complex,” but without additional assumptions this is only a wishful
thinking. We would also need to define a boundary operator, and perhaps make
sure that the boundary of a tolerant zone is a union of other tolerant zones.
However, based on the analysis in this paper, we already know how to make sure
that this union is homotopy equivalent to the corresponding boundary in the
abstract cell complex.

This research was originally motivated by the need to define a notion of solid
boundary representation that can tolerate geometric errors and limited accu-
racy of algorithms. A set theoretic model for such tolerant solids is described in
[6,35]. It is clear that the union of tolerant zones associated with vertices, edges,
and faces in the boundary representation must be homotopy equivalent to the
intended exact embedding (which may not be known), and this paper shows how
this condition may be checked and enforced. However, the homotopy condition
alone is not sufficient. A valid boundary representation is also an orientable 2-
cycle that separates the Euclidean space into the interior and the exterior of a
solid, following the Jordan-Brouwer Theorem. It is not immediately clear how to
extend these notions to the union of tolerant zones associated with the bound-
ary representation, but it is likely that the notion of separation used to establish
conditions for curve and surface isotopy [36,23,17] will be useful.
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The separation property as used in the above references requires that the
tolerant zone also contains the exact sets it represents. This condition would
have to hold for every cell σ ∈ K, |σ| ⊆ Zσ, and for the whole cell complex |K| ⊆⋃

Zσ. Satisfaction of the latter condition is not guaranteed even if the homotopy
condition |K| '

⋃
Zσ is satisfied. For example, the union of zones in Figure 7(b)

is homotopy equivalent to the corner of a quadrilateral’s boundary. But notice
that Ze2 ∩ Zv = ∅, which means that the union Ze2 ∪ Zv does not contain
the union of exact embeddings |e1| ∪ |v|. Adding the containment requirement
to the homotopy condition studied in this paper would imply a much more
stringent demand that every exact embedding must be a deformation retract
of the corresponding tolerant zone. This condition seems to be implied but not
explicitly enforced in [13], and no formal arguments either for or against it have
been put forward as of now.
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